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Part 1.



Open Cloud Testbed

ω9 racks

ω250+ Nodes

ω1000+ Cores

ω10+ Gb/s
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MREN

CENIC Dragon

ÁHadoop

ÁSector/Sphere

ÁThrift

ÁKVM VMs

ÁNova

ÁEucalyptus 

VMs

C-Wave



Open Science Data Cloud
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sky cloud

Bionimbus (biology & 

health care)

NSF OSDC PIRE 

Project ïWorking 

with 5 international 

partners (all 

connected with 10 

Gbps networks).



Small Medium to Large Very Large

Data Size

Low

Med

Wide

Variety of analysis

No infrastructure Dedicated infrastructureGeneral infrastructure

Scientist with 

laptop

Open Science 

Data Cloud

High energy 

physics, astronomy



Part 2
²ƘŀǘΩǎ 5ƛŦŦŜǊŜƴǘ !ōƻǳǘ 
Data Center Computing?
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Data center scale computing provides storage 
and computational resources at the scale and 
with the reliability of a data center.



A very nice recent book by 

Barroso and Holzle
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Scale is 

new



Elastic, Usage Based 
Pricing Is New
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1 computer in a rack 

for 120 hours
120 computers in  three 

racks for 1 hour

costs the same as



Simplicity of the Parallel Programming 
Framework is New
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A new programmer can 
develop a program to process 
a container full of data with 
less than day of training using 
MapReduce.



Goal: Minimize 
latency and control 
heat.

Goal: Maximize data 
(with matching 
compute) and control 
cost.

Goal: Minimize cost 
of virtualized 
machines & provide 
on-demand.  

HPC

Large Data Clouds

Elastic Clouds



experimental 
science

simulation 
science

data
science

1609
30x

1670
250x

1976
10x-100x

2003
10x-100x



Databases Data Clouds

Scalability мллΩǎ ¢. мллΩǎ t.

Functionality Full SQL-based queries, 
including joins

Single keys

Optimized Databases optimized for 
safe writes

Data clouds optimized 
for efficient reads

Consistency 
model

ACID (Atomicity, 
Consistency, Isolation & 
Durability)

Eventual consistency

Parallelism Difficult because of ACID 
model; shared nothing is 
possible

Parallelism over 
commodity 
components 

Scale Racks Data center
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Grids Clouds

Problem Too few cycles Too many users & 
too much data

Infrastructure Clusters and 
supercomputers

Data centers

Architecture Federated Virtual 
Organization

Hosted Organization

Programming 
Model

Powerful, but 
difficult to use

Not as powerful, but 
easy to use
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Part 3
How Do You Program A Data Center?
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How Do You Build A Data Center?

ωContainers used 
by Google, 
Microsoft & 
others

ωData center 
consists of 10-
60+ containers.
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Microsoft Data Center, Northlake, Illinois



What is the Operating System?

ωData center services include: VM management 
services, VM fail over and restart, security services, 
power management services, etc.
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workstatio

n

VM 1 VM 5

é
VM 1 VM 50,000

é

Data Center Operating System



Architectural Models:
How Do You Fill a Data Center?

Cloud Storage Services

Cloud Compute Services 
(MapReduce& Generalizations)

Cloud Data Services 
(BigTable, etc.) 

Quasi-relational 
Data Services

App App App App App

App App

App App

large data cloud 

services

App App App
é

on-demand 

computing instances



Instances, Services & Frameworks
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instance

(IaaS)

service framework

(PaaS)
operating system

Hadoop

DFS & 

MapReduce

Amazonôs 

EC2

Amazonôs 

SQS

Azure 

Services

single 

instance

Microsoft 

Azure

Google 

AppEngine

VMWare

Vmotioné

many 

instances

S3



Some Programming Models for Data Centers

ωOperations over data center of disks

ςMapReduceόάǎǘǊƛƴƎ-ōŀǎŜŘέύ

ςIterate MapReduce(Twister)

ςDryadLINQ

ςUser-Defined Functions (UDFs) over data center

ςSQL and Quasi-SQL over data center

ςData analysis / statistics functions over data center



More Programming Models

ωOperations over data center of memory

ςMemcached(distributed in-memory key-value 
store)

ςGrepover distributed memory

ςUDFsover distributed memory

ςSQL and Quasi-SQL over distributed memory

ςData analysis / statistics over distributed memory



Part 4.  Stacks for Big Data
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The Google Data Stack

ωThe Google File System (2003)

ωMapReduceΥ {ƛƳǇƭƛŦƛŜŘ 5ŀǘŀ tǊƻŎŜǎǎƛƴƎΧ όнллпύ

ωBigTableΥ ! 5ƛǎǘǊƛōǳǘŜŘ {ǘƻǊŀƎŜ {ȅǎǘŜƳΧ όнллсύ
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